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Executive Summary
This deliverable reports on the diversity-aware extensions implemented during the 2nd year of RENDER. The
targeted platforms are MediaWiki, Drupal, and Twitter.
In the case of WikiMedia, we describe the latest developments on building Wikidata. Wikidata aims to
create a free knowledge base about the world that can be read and edited by humans and machines alike.
It will provide data in all the languages of the Wikimedia projects, and allow for the central access to data in
a similar way as Wikimedia Commons does for multimedia files. Wikidata is proposed as a new Wikimedia
hosted and maintained project. Wikidata will reflect the diversity of knowledge by providing a data model
and a user interface that can deal with diverse knowledge from many different sources.
In the case of Drupal, a very popular open source content management system (CMS), the work in the 2nd
year focused on implementing two core features. On one hand, the Drupal extension was fully integrated
with the back end data service based on OWLIM. On the other hand, the Drupal extension – in its current
implementation – makes use of the functionality provided by the diversity-aware ranking service [3]. More
precisely, in the Drupal interface we display related articles. Those related articles are being ranked
considering diversity information. Our extension is implemented as a Drupal plugin. Both new features (i.e.
integration with the data service based on OWLIM, and integration with the diversity-aware ranking
service) are accessible through the Drupal extension interface that can be enabled or disabled by a button
click.
Lastly, in the case of Twitter, we have developed TwiDiViz, a web-based application that enable the analysis
and visualization of diversity in Twitter data. TwiDIViz uses core RENDER technologies i.e. the Knowledge
Diversity Ontology (KDO) ontology, the Enrycher service to process Twitter datasets and the data storage
service based on OWLIM, for the purpose of analyzing the impact of products on basis of sentiment and
topic mining. Using TwiDiViz, users can explore and get familiar with diversity aspects of the Twitter data in
two different ways. We offer a static printable report summarizing the results of our diversity-oriented
analysis. In addition, we provide an interactive visualizer based on Microsoft Pivot Viewer. The interactive
visualizer displays tweets, which are the data items, as image blocks. By default all the items are displayed
in a preview, whereas it is possible to zoom into specific items to show the complete posting text as well as
the facet details in the Info Panel. It is also possible to group the items within different facet categories (i.e.
by Tag). Furthermore, the visualizer offers the possibility to filter the data items along several categories,
including document type, language, topic, tag and sentiment.
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CMF

Content management framework

CMS

Content management system

CXML

Collection eXtensible Markup Language

KDO

Knowledge Discovery Ontology

KIT

Karlsruhe Institute of Technology

LOD

Linked Open Data

MS

Microsoft

RDF

Resource Description Framework

SDK

Software Development Kit

SMS

Short Message Service

TID

Telefónica Investigación y Desarrollo

UI

User Interface

URI

Unique Resource Identifier

WP

Work Package

SMW

SemanticMediaWiki

T-OMT

Telefónica Opinion Mining Tool

© RENDER consortium 2010 - 2013

Page 5 of (28)

RENDER

1

Deliverable D4.1.2

Introduction

Nowadays an impressive amount of data is being produced and consumed online each day introducing new
challenges for technologies and tools that handle the information management life cycle, from filtering,
ranking and selection, to presenting and aggregating information. Furthermore existing technologies and
tools are based on principles that do not reflect the plurality of opinions and viewpoints captured in the
information. Developing methods and software extensions to tools that leverage diversity at large scale
becomes a necessity which the RENDER project is addressing.
The main objective of WP4 of the RENDER project is to provide the developer community of popular Web
2.0 platforms with a diversity-aware toolkit that they can use when building or extending their tools with
sentiment analysis, fact coverage and diversity extraction capabilities. In this deliverable, we describe the
diversity-aware extensions for popular Web2.0 platforms developed during the 2nd year of the project. The
targeted platforms are MediaWiki, Drupal, and Twitter. The three popular Web2.0 platforms were chosen
due to the high number of users that would result in a large spread and impact of the diversity extensions.
The prototypes developed in the 2nd year build upon the results of the 1st year.
In the case of WikiMedia, we describe the latest developments on building Wikidata. Wikidata aims to
create a free knowledge base about the world that can be read and edited by humans and machines alike.
It will provide data in all the languages of the Wikimedia projects, and allow for the central access to data in
a similar way as Wikimedia Commons does for multimedia files. Wikidata is proposed as a new Wikimedia
hosted and maintained project. Wikidata will reflect the diversity of knowledge by providing a data model
and a user interface that can deal with diverse knowledge from many different sources.
In the case of Drupal, a very popular open source content management system (CMS), the work in the 2 nd
year focused on implementing two core features. On one hand, the Drupal extension was fully integrated
with the back end data service based on OWLIM. On the other hand, the Drupal extension makes use in its
current implementation of the functionality provided by the diversity-aware ranking service [3]. More
precisely we show in the Drupal interface related articles with the article in focus, those related articles
being ranked considering diversity information. Our extension is implemented as a Drupal plugin. Both new
features (i.e. integration with the data service based on OWLIM, and integration with the diversity-aware
ranking service) are accessible through the Drupal extension interface that can be enabled or disabled by a
button click.
Lastly, in the case of Twitter, we have developed TwiDiViz, a web-based application that enable the analysis
and visualization of diversity in Twitter data. TwiDIViz uses core RENDER technologies i.e. the Knowledge
Diversity Ontology (KDO) ontology, the Enrycher service to process Twitter datasets and the data storage
service based on OWLIM, for the purpose of analyzing the impact of products on basis of sentiment and
topic mining. Using TwiDiViz, users can explore and get familiar with diversity aspects of the Twitter data in
two different ways. We offer a static printable report summarizing the results of our diversity-oriented
analysis. In addition, we provide an interactive visualizer based on Microsoft Pivot Viewer. The interactive
visualizer displays tweets, which are the data items, as image blocks. By default all the items are displayed
in a preview, whereas it is possible to zoom into specific items to show the complete posting text as well as
the facet details in the Info Panel. It is also possible to group the items within different facet categories (i.e.
by Tag). Furthermore, the visualizer offers the possibility to filter the data items along several categories,
including document type, language, topic, tag and sentiment.
The remainder of this deliverable is organized as follows. Section 2 describes the work on Wikidata. Section
3 describes the Drupal extension while Section 4 covers the TwiDiViz tool for analysis and visualization in
Twitter data. Finally, Section 5 concludes the deliverable.
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Wikidata

Wikidata aims to create a free knowledge base about the world that can be read and edited by humans and
machines alike. It will provide data in all the languages of the Wikimedia projects, and allow for the central
access to data in a similar way as Wikimedia Commons does for multimedia files. Wikidata is proposed as a
new Wikimedia hosted and maintained project. The data will be available under a free license, and thus
owned by the public. Wikidata will reflect the diversity of knowledge by providing a data model and a user
interface that can deal with diverse knowledge from many different sources. This section describes the plan
for Wikidata, which was developed within RENDER, and the Wikidata data model, whose original ideas have
been created in RENDER and then further refined in the Wikidata project, which received further funding
from outside RENDER to be implemented.
More information on Wikidata can be found on:

2.1



http://meta.wikimedia.org/wiki/Wikidata



http://wikidata.org

Introduction

Wikidata is a new project for the Wikimedia Foundation: a free, collaborative, multilingual, secondary
database, collecting structured data to provide support for Wikipedia, Wikimedia Commons, the other
Wikimedia projects, and well beyond that. That means:


A new project. Wikidata is the first new Wikimedia project since the inception of Wikiversity in 2006.
The proposal for Wikidata has previously been presented to the Wikimedia communities, and has
received extremely positive feedback.



Free. The data in Wikidata is published under a free license, allowing the reuse of the data in many
different scenarios.



Collaborative. The data in Wikidata will be entered and maintained by Wikidata editors, who decide on
the rules of content creation in Wikidata.



Multilingual. Editing, consuming, browsing, and reusing the content will be fully multilingual. Data
entered in any language will immediately be available in all other languages; editing in any language
will be possible and encouraged.



A secondary database. Wikidata will record not just statements, but their sources, thus reflecting the
diversity of knowledge available and supporting the notion of verifiability.



Collecting structured data. Unlike Commons, which collects media files, and the Wikipedias, which
produce encyclopedic articles, Wikidata will collect data, in a structured form. This will allow easy reuse
of that data by Wikimedia projects and third parties, and will enable computers to easily process and
“understand” it.



Support for Wikimedia projects. One of the first goals of Wikidata is to support Wikipedia with better
maintainable language links and infoboxes, thus reducing the workload in Wikipedia and increasing its
quality.



Support well beyond that. Everyone will be able to use Wikidata for a huge number of different
services.

2.2

Technical Plan

Wikidata is a project to create a free knowledge base about the world that can be read and edited by
humans and machines alike. It will provide data in all of the languages of the Wikimedia projects, and will
enable central access to the data in a way similar to what Wikimedia Commons allows for multimedia files.
© RENDER consortium 2010 - 2013
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Wikidata is proposed as a Wikimedia-hosted and -maintained project. This section concerns the initial
requirements for starting and developing the project, and discusses long-term ramifications.
This section suggests a three-phase approach to the initial development:


The first phase (interwiki links) will create an entity base for the Wikimedia projects. This will
provide an alternative to the current interlanguage link system, which will be already linked into
Wikipedia.



The second phase (infoboxes) will gather infobox-related data for a subset of the entities, with the
explicit goal of augmenting the infoboxes that are currently widely used with data from
data.wikimedia.org.



The third phase (lists) will expand the set of properties beyond those related to infoboxes, and will
provide ways of exploiting this data within and outside the Wikimedia projects.

The following sections will discuss each phase in detail, giving an overview of the phase, the technical
requirements that need to be implemented by a given phase, and why; the main challenge of the given
phase with respect to technical, organizational, and community challenges; the "milestone" for the
satisfactory completion of each phase; a list what will not be done by the project, and why; and a list of
optional requirements that can be added by decision of the project.
The three phases do not mean that there will be only three deployments of code, or version updates. We
will rather follow the credo of release early, release often, which will enable us to swiftly react to user
feedback and continuously improve the system.
2.2.1

Phase 1: Interwiki links

Already in phase 1, Wikidata has been launched on its final address. The wiki will provide a page for every
entity described by an article in one of the Wikipedia language editions. This page will contain the following
information:


Links to the articles in the different Wikipedia language editions describing the entity of the given
page. Every Wikipedia will contain only one such article.



Labels and short descriptions for each such entity. There will be one label and short description for
each supported language.



Aliases for each entity. It will be possible to have several aliases for each entity in each supported
language.

The data will be exported in different formats, especially RDF, SKOS, and JSON. Wikidata will also
provide an API to edit the content. The wiki source text will not be editable as text, but only through
specific API calls like “Add source” or “Remove label”. Wikidata will provide one or more user interfaces to
the Wikidata API. Since Wikidata will not provide full Wikipedia articles, but merely the data content, we do
not need the full capabilities of wiki text here. It will be redefined for data pages using a more sane syntax
with JSON being identified as the most promising candidate. The information will be stored directly using a
storage backend suitable for structured data. In the long run, we will investigate if the text-based storage
can be completely removed.
The project will implement a MediaWiki extension to be used in the Wikipedias that will allow them to
query Wikidata for interwiki links instead of using locally defined interwiki links. This will require a back end
that scales to the requirements of Wikipedia, and will need careful consideration of how to handle caching,
i.e. within each Wikipedia or on Wikidata, or both.
Phase 1 is, by now, fully deployed to the Wikidata and the Wikipedias. All Wikipedias access the language
links that are centrally stored in Wikidata. The structured storage of the language links data is welcomed by
the community as an improvement to the maintainability of the Wikipedias. As the deployment happened
only in March 2013, we are still lacking the actual numbers to substantiate these feelings, but we expect
them within a few months.
Page 8 of (28)
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Phase 2: Infoboxes

In Phase 2, entities in Wikidata can be enriched with facts (property–value pairs), along with their sources
and other qualifiers. Facts can either be typed links between entities, or property–value pairs with typed
values.
The interconnection between the entities can be facilitated in a multilingual fashion due to the labels
available in the entity store. This will increase the incentives to name the entities and create entities
without a directly corresponding Wikipedia article (thus circumventing the current notability rules and
requiring new ones).
The page of an entity can now contain arbitrary information about the entity, instantiating newly userdefined properties. Every fact can be substantiated by a reference, thus lowering the probability of
discussions, which can be problematic in a multilingual setting. The data will be fully exported in different
formats, especially RDF and JSON. Wikidata will provide an API to edit the extended content.
The project will implement a MediaWiki extension that will allow Wikipedia editors to augment Infobox
templates with data from Wikidata. The caching issues are the same as for Phase 1, so in this Phase we can
fully concentrate on the new main technical challenge of creating an augmentation syntax that can deal
with the diversity and power of Wikidata.
2.2.3

Phase 3: Lists

Phase 3 of Wikidata aims to allow to query and aggregate the structured data collected in Phase 2. These
results can then be visualized in many compelling ways. Such queries can be “the geo-location and
population of all cities located in Germany with a population of more than 100,000”, etc. The query
language has yet to be completely defined and specified. Here especially the challenge of knowledge
diversity needs to be tackled: how to deal with contradicting statements from different sources? The notion
of ranks, as introduced in the previous section, will be used here for a first version of the solution.
The query language needs to scale to the size of Wikidata. We are currently implementing the first steps
and tests in order to understand what kind of query complexity is possible in our case. Based on our
experience with Semantic MediaWiki and the theoretical results about OWL-EL, on which the query
language in Semantic MediaWiki was built, we are confident to find an interesting intersection of possible
queries and queries interesting to the community.
A comprehensive way to access the full diversity will also be provided by letting the editors of Wikipedia
access the full diverse dataset about an item through programmatic means. Since March 2013, editors of
Wikipedia can execute scripts in the embedded programming language Lua. We will closely monitor how
Lua and Wikidata will interact, in order to provide appropriate support to the community.

2.3

Wikidata Data Model

This section offers an introduction to the Wikidata data model. A full specification of the Wikidata data can
be found at http://meta.wikimedia.org/wiki/Wikidata/Data_model
2.3.1

Items

One page in Wikidata describes one item. Items are the way Wikidata refers to anything of interest, and
usually are the things that Wikipedia articles are about. So in Wikidata we will have an item for Berlin, and
what we mean with this item is the topic of the Wikipedia articles linked to this item in the different
languages. The Wikipedia articles identify the meaning of an item.
Every item has a label (a name) and a description in each language of Wikidata. Just the label would not be
enough as it may be ambiguous: Berlin could refer to the capital of Germany, one of more than a dozen
cities in the US, a Lou Reed album, an American new wave band, or many other things. The label and the
description together should identify the meaning of an item, e.g. the label "Berlin" and the description "A
city in Germany" should be uniquely identified in each language.
© RENDER consortium 2010 - 2013
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Besides the labels, items can have also further aliases, which provide alternative names for an item to be
found. “George H. W. Bush” might also be found under "George Bush", and so might his son. Aliases are
meant to offer the user search convenience, much like redirects on Wikipedia, and thus even popular
misspellings may be used as aliases.
If you are following carefully you will notice that both the Wikipedia links and label plus description identify
the meaning of an item. And not only that: they do that in all languages! It can thus happen that these
identifiers get out of sync: the German Wikipedia link might point to Berlin, Kentucky and the English
description might say "Capital of Germany". This is true, and there is nothing implemented in the system to
prevent it: no language and no identifying mechanism has precedence over the other. Here we are running
into the symbol grounding problem. The path we are taking in Wikidata to address this problem is by
deliberatively providing multiple ways to identify the meaning of an item and trust that Wikidata editors
will come up with a socio-technical mechanism to solve it well enough for the Wikidata use cases.
2.3.2

Statements

One of the requirements of Wikidata, coming directly from RENDER, is that Wikidata will not be about the
truth, but about statements and their references. This means that in Wikidata we do not actually model
the items themselves, but statements about them. We do not say that Berlin has a population of 3,5 Mio,
we say that there is this statement about Berlin's population being 3,5 Mio as of 2011 according to the
German statistical office.
A statement may consist of


one property (in the example, "population")



one value (3,5 Mio)



optionally one or more qualifiers (in this example, "as of 2011" is the qualifier)



optionally one or more references (the Germans statistical office)

The property, value, and qualifiers together are also called the claim, which together with any source
references forms a statement.
There can be several statements about the same property: people can have several children, books might
have several authors. Also, there might be diverging points of view on the population of a city -- official
numbers and UN estimates, for example. Or there might be values with different qualifiers, like points in
time or measurement methods. For a few examples, see below.
Properties are described on their own wiki pages in Wikidata. Properties also have labels and descriptions,
and additionally to that they also have a data type associated with them and perhaps additional properties.
The data type defines the type of the value used with this property. The set of properties is created and
maintained by the Wikidata editors.
Values themselves can be either very simple -- another item or just a string -- or quite complex beasts, like
a geographic shape, a measurement with a unit and an accuracy, or a time period. We will describe values
in more detail in their own page in the future. The set of data types is (mostly) predefined.
There are two special values, mostly regardless of their data type: none and unknown. None means that
we know that the given property has no value, e.g. Elizabeth I of England had no
spouse. Unknown means that the property has a value, but it is unknown which one -- e.g. Pope Linus
most certainly had a year of birth, but it is unknown to us. This should be not mixed up with the notion that
it is unknown whether an item has a value for a specific property, e.g., if a person had children.
Both none and unknown are also not to be confused with the respective string: having the
name "unknown" is different from having an unknown name (which is again different from it being
unknown whether the entity has a name).
References offer a source that supports the given claim. There can be several references given for a
statement. We are still working on how to further structure a reference, but in general they will point to a
source (which would be a Wikidata item in its own right, e.g. a book, a website, etc.) and have further
Page 10 of (28)
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information, like the page where the claim is supported, etc. A claim without references is not necessarily
wrong, nor is a claim with references true. It is still up to the reader of the statement to decide if they want
to trust the claim or not. We will describe references in more detail in their own page in the future.

2.3.3

Qualifiers

Qualifiers are used to further describe or refine the value of a property given in a statement. They consist
of a property and a value, which are the same as for statements.
While it would be convenient if we could express all the data we need for the use cases of Wikidata with
simple property-value pairs, this is unfortunately not the case. Many statements require further qualifiers
in order to be expressed. In order to reduce the number of properties to a manageable size, qualifiers are
used to further specify the statement in some way. Qualifiers can be used in a number of ways, as shown
by the examples in the following examples.
A qualifier can modify what the item means ("France: Area 213,010 sq mi - excluding Adélie Land"), the
property ("Berlin: Population 3,500,000 - method Estimation"), constrain the validity of the value
("Germany: Population 80,000,000 - as of 2011"), or offer further details ("Austria: Religion Catholic Percentage 64,8%" or "Goldfinger: Actor Sean Connery - Role James Bond"), etc. A catch-all qualifier is
expected to be "annotation" or something similar.
It is open to the Wikidata community to maintain and use qualifiers in a way that makes sense to them and
for their use cases. The qualifier is an integral part of the statement: take away the qualifier, and the
meaning of the statement is changed. This is far less true for the references.

2.3.4

Ranks

As there are potentially many different statements for a given item and property, we need to select which
ones to return when Wikidata gets asked. In order to facilitate this, three ranks of statements are
introduced. There can be any number of statements in each rank, but within each rank, their order is not
significant.


Preferred statements: if preferred statements exist, these statements are returned in response to
a query. They would, e.g. for a population contain the most recent one as long as it is regarded as
sufficiently reliable. Wikidata editors might decide to mark several statements as preferred: this
may be used to indicate disagreement, reflecting the knowledge diversity on the issue, or it may be
used to express the notion of actually having multiple values (in case of properties like "children").



Normal statements: if there are no preferred statements (or the query explicitly says to include
normal statements too), these statements are returned. Historical values, like the population of a
country in the past, might be here, as well as less representative sources which are still considered
relevant.



Deprecated statements: for statements that are being discussed, or known to be erroneous, but
still listed for the sake of completion or in order to prevent them being constantly added and
removed. Deprecated statements only appear in search results if they are explicitly added or if they
are selected based on their source. A footnote qualifier should usually accompany other-ranked
statements.

Queries may directly specify a preferred reference, bypassing the ranking mechanism completely. In this
case, only statements with the given reference are returned.
Within Wikidata, the ranks are also used to make the display cleaner. Only the default statements are
displayed on default, and the reader has to click on a link like "more values" in order to see the normalranked statements.

© RENDER consortium 2010 - 2013
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RDF Representation of the Wikidata Data Model

The
RDF
serialization
of
the
Wikidata
http://meta.wikimedia.org/wiki/Development/RDF .

2.4

data

model

is

specified

in

Next Steps

In the third year of the project, Wikidata will be fully implemented and launched as per the technical
proposal described in Section 2.2. The current development can be followed on the Wikidata intro page at
http://meta.wikimedia.org/wiki/Wikidata where we provide weekly and monthly updates. We aim to
launch this autumn with phase 1, followed by phase 2 in the winter of 2012/2013.
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Drupal Extension

This section will cover the latest improvements on the Drupal extension for a plus on diversity.

3.1

Introduction

Drupal is a free and open source content management system (CMS) and content management framework
(CMF) written in PHP and distributed under the GNU General Public License. It is a very popular platform
with a very large end-user and developer community. The initial prototype developed in year 1 has been
enhanced and extended with two major features. On one hand, the Drupal extension was fully integrated
with the back end data service based on OWLIM. On the other hand, the Drupal extension, in its current
implementation, makes use of the functionality provided by the diversity-aware ranking service [3]. More
precisely the Drupal interface visualizes articles related to the article in focus. Those related articles are
being ranked considering diversity information. Our extension is implemented as a Drupal module. Both
new features (i.e. integration with the data service based on OWLIM and the integration with the diversityaware ranking service) are accessible through the Drupal extension interface that can be enabled or
disabled via a button click.

3.2

Prototype Description

This section provides more details on the Drupal extension. In particular, it will explain the architecture,
used technologies, and implementation details.
3.2.1

Architecture and Used Technologies

The conceptual architecture of the diversity-aware Drupal extension is shown in Figure 1: Conceptual
architecture for diversity extensions for Drupal. We use core RENDER technologies and services to build the
Drupal extension, namely KDO1, Enrycher2, the Data service layer based on OWLIM3 and the Diversityaware ranking service [3]. KDO is the ontology developed in RENDER to describe knowledge diversity on the
Web. Enrycher is a service-oriented system, providing shallow as well as deep text processing functionality
at the document level. OWLIM is a very scalable semantic repository being the core technology in use to
store diversity data in RENDER.

Figure 1: Conceptual architecture for diversity extensions for Drupal

1

http://render-project.eu/resources/kdo/
http://enrycher.ijs.si/
3
http://www.ontotext.com/owlim
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In our architecture, Enrycher is used to process the textual content of Drupal nodes. Drupal nodes can be
considered as articles stored in the content management system. For further processing, it is possible to get
the textual content of these nodes by using API calls. Enrycher performs text mining, identifies entities as
well as the sentiments conveyed in the text and outputs this knowledge in RDF according to Knowledge
Diversity Ontology (KDO) and the other vocabularies used in the project (e.g. FOAF, SIOC). The textual
content of a Drupal node is transmitted to the Enrycher web service. The result is further processed, parsed
and stored in a local OWLIM store, such that the Enrycher service has not to be called again when the same
article is being browsed. The data layer is based on OWLIM which is used to store and manage the diversity
knowledge from Drupal nodes. The information that will be shown by the Drupal extension will be retrieved
by using SPARQL queries. The RENDER Diversity-aware Ranking Service takes diversity data into account
that is represented in accordance to KDO. More precisely, it uses topics and sentiments extracted from
each text document and returns a set of clusters. Each cluster has a representative document and a set of
related documents belonging to the same cluster. As these clusters typically contain articles that relate
closely to each other, this information can be used in order to find related articles with different
sentiments. This can be done by clustering according to topics only. The results are then visualized in the
Drupal extension that splits the articles up into the three different sentiment classes: “positive sentiment”,
“neutral sentiment” and “negative sentiment”. Finally, all this diversified information is made available and
visualized in Drupal by the diversity-aware extension (e.g. as shown in Figure 3).
In Figure 2 the overall architecture is shown in terms of a component diagram. It visualizes the relations
between different RENDER components. To get a more clear understanding, the most important
connections and dependencies are shown in Table 1.

Table 1: Component Interconnection overview
component

depends on

Usage

Drupal extension

Enrycher

... extracts diversity information from a Drupal article

Drupal extension

RENDER
Diversity-Aware
Ranking Service

... performs clustering on extracted data based on topics. Articles in
the same cluster have most topics in common with current article
and are therefore considered as related

Drupal extension

OWLIM

SPARQL queries can be used to retrieve information displayed by
the Drupal extension (e.g. tags, article sentiment, …)

RENDER
Diversity-aware
Ranking Service

OWLIM
Sesame

/ the ranking service directly performs its clustering algorithm on an
OWLIM / Sesame compatible triple store
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Figure 2: Component Diagram
The Drupal extension uses OWLIM and Enrycher to process Drupal articles and to extract and prepare
diversity information from the Drupal article’s plain text. As soon as an article is created or viewed for the
first time, the article content is sent to the Enrycher service via its interface, where Enrycher extracts KDO
compliant diversity information. This RDF information is then added to an OWLIM instance. When an article
is requested by a user, the Diversity-Aware Drupal extension queries the OWLIM store through SPARQL to
retrieve diversity information. This information can then be displayed in a structural view or in pure RDF via
the Drupal extension.
The Drupal extension also uses the Diversity-Aware Ranking Service developed in RENDER. The Ranking
Service provides clustering functionality along with diversity-relevant information, namely topics and
sentiment. It is also possible to preselect a subset of the information in the OWLIM store just as it is
possible to weight the focus on clustering along topics or sentiment. The Ranking Service is used by the
diversity-aware Drupal extension in the following manner: the weight on topics is set to 1 whereas the
weight on sentiment is set to 0. This means that we are only interested in clustering along topics. This
naturally arises from the intuition that we want to provide information about similar (in terms of similar
topics) articles with arbitrary sentiment. Therefore a subset of the whole information in the OWLIM store is
selected, for which at least one topic is in common with the topics of the Drupal article. This highly reduces
computational cost. Having this information, it is displayed on the right-hand side of the Drupal article.
In general, the Drupal extension is written in PHP and is implemented as a Drupal 7 extension. The
extension makes use of so called hooks. Hooks can be considered as events. An extension is registered to
be called whenever a certain event occurs. There are several hooks implemented by the Drupal extension
(see Table 2: Implemented Hooks)
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Table 2: Implemented Hooks
hook

actions

article created

When an article is created, there is no diversity information extracted until
now.Therefore the Enrycher service is called to get this information. It is then stored to
the local OWLIM store and the mapping between article and the triples is stored in the
Drupal database

article showed

When a user wants to display a certain Drupal article, the extension performs several
SPARQL queries to get the necessary information. Additionally it calls the ranking service
to get related articles. This information is then displayed (see Figure 3)

article edited

Obviously, whenever an article is edited, the diversity information currently stored is
outdated. Therefore, the Enrycher service is called again and all the references to the
diversity information are updated.

article
rendered

This hook is performed during the article itself is rendered. This is needed to add the intext annotation functionality of the Drupal extension. Therefore the HTML structure of
the article itself is changed. Words of the article content that correspond to a tag in the
diversity data are highlighted. Also, the user can click on it in order to see other articles
with the same tag.

Another important implementation detail is the support of AJAX. Not all information is loaded whenever an
article is displayed. For example the buttons “Show RDF” and “Show RDF Structure” use AJAX to retrieve
the RDF representation of the extracted diversity information.

3.3

Showcase

The diversity-aware extension is implemented as a Drupal plugin. Figure 3 shows the user interface of the
extension. A panel is displayed on the right-hand side of the Drupal article. The content was previously
processed by Enrycher with the generated RDF then stored in OWLIM. Inside the panel the information is
then displayed in form of a three different trees where each tree is showing related articles with “Positive”,
“Neutral” and “Negative” Sentiment. For each category the articles were ordered by the Diversity-Aware
Ranking Service.
Also there exists the possibility to access a RESTful Web Service embedded in the Drupal extension where
the user is able to retrieve KDO-compliant diversity-aware information in form of JSON. Here the reader
should note the possible connection to the TwiDiViz tool that is prepared to visualize the information
gathered in Drupal. Furthermore the integration with OWLIM can also be specified and configured using
the interface.
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Figure 3: Diversity-aware Drupal extension
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4

TwiDiViz: Analysis and Visualization of Diversity in Twitter
Data

4.1

Introduction

TwiDiViz is a web-based application, developed by UIBK, that enables the analysis and visualization of
diversity in Twitter data. This tool uses core RENDER technologies i.e. the Knowledge Diversity Ontology
(KDO) ontology, the Enrycher service to process Tweets and data storage with OWLIM. The purpose of the
tool is to analyze the impact of products on the basis of diversity mining. KDO4 is a vocabulary that enables
to describe different dimensions of knowledge diversity of the Web while providing the knowledge
exchange format. Enrycher5 is a service-oriented system, providing shallow as well as deep text processing
functionality on the text document level. OWLIM6 is a very scalable semantic repository used to build the
storage infrastructure for diversity data in RENDER.
Using TwiDiViz, users can explore and get familiar with diversity aspects of the Twitter data in two different
ways. We offer a static printable report summarizing the results of our diversity-oriented analysis. In
addition, we provide an interactive visualization based on Microsoft Pivot Viewer.
Within the RENDER project, TwiDiViz it is used to support decision makers at Telefonica by providing a
consistent view on the social media data produced by Telefonica customers that is published via Twitter.
TwiDiViz has already been integrated into the Telefonica dashboard. The tool can be equally applied to any
social media monitoring scenario described in terms of a list of topics of interest, language. In the rest of
this section we describe the technical aspects of TwiDiViz, present how it was integrated in the Telefonica
dashboard and list the future steps with respect to the development of the tool.

4.2

Prototype Description

We describe the TwiDiViz prototype, introducing first the technologies used and then focusing on the
architecture and implementation aspects. Another key point is the description of the showcase, which is
given by the Telefonica use case integration.
4.2.1

Used Technologies (i.e. Microsoft PivotViewer)

Most technologies used to implement the TwiDiViz prototype are common sense web technologies, which
should not be described here, as they are assumed to be well known (i.e. JSON, etc.). However, the
TwiDiViz prototype has to deal with potentially big amounts of data in a web browser environment. This is a
non-trivial issue and several visualization techniques have been evaluated for this purpose. In the following,
we will elaborate on the methods of choice.
4.2.1.1

Microsoft PivotViewer

As described in the introduction of this section, there is a big demand for visualizing big amounts of data in
an interactive way. The technology that was considered to be most appropriate for that purpose is the
Microsoft Silverlight PivotViewer7. This technology has been created and optimized especially for the
purpose of visualizing huge datasets. Some of the core functionalities are explained in the following
sections based on a Silverlight tutorial8. The PivotViewer uses an item-centric view on the data. Each
distinct item is shown in a large panel, arranged in either a grid based view or a graph based view (graph
based view is shown in the left part of Figure 5). These items can then be clicked to zoom closer to it and to
get more details and properties of this item (see right part of Figure 5).

4

http://render-project.eu/resources/kdo/
http://enrycher.ijs.si/
6
http://www.ontotext.com/owlim
7
http://www.silverlight.net/learn/data-networking/pivot-viewer/pivotviewer-control
8
http://www.silverlight.net/learn/data-networking/pivot-viewer/collection-design
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Collection Types

PivotViewer collections can be considered as the data source. The collections describe the method how to
retrieve the data displayed within the PivotViewer as well as the location. The Microsoft Silverlight
PivotViewer provides three different types of collections (see Figure 4: Collection Types).


Simple Collections: The data is defined in a static way by using CXML files. All data is loaded at the
beginning. Therefore only the location has to be given to the PivotViewer and all the data is
encoded within a CXML file.



Linked Collections: It is possible to interlink simple collections. Each of these collections is again
specified by a CXML file, where each of the collections is loaded completely when needed (e.g.
detailed item views etc.).



Just in Time Collections: Just in Time Collections are dynamic collections where loading is done
during runtime and can be specified by the developer. This collection type is used by the TwiDiViz
prototype. This decision has been made to be able to load different subsets of the whole Twitter
dataset as loading the complete data would be impossible in terms of memory usage and needed
loading time.

Figure 4: Collection Types9
4.2.1.1.2

Facets

Facets can be seen as properties of a data item. Facets can be properties of the data items (e.g. names,
language, etc.). Using facets, it is possible to show the items sorted along different categories (see Figure 5)
or to search through them. On the left-hand side of Figure 5 the facets are displayed. It is possible to select
specific values of facets (e.g. for the facet “language” on can select “English”, “German”, “Italian”,…) using
checkboxes. Once selected specific values, the item view is filtered and only matching items are shown.

Figure 5: Facets10
9

http://www.silverlight.net/learn/data-networking/pivot-viewer/collection-design
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Filtering and Details Panels

In Figure 5, the two most important panels can be seen – the “Filter Panel” and the “Info Panel”. The Filter
Panel is used to filter specific facet categories dynamically. It is possible to filter along several categories at
once which enable the user to easily reduce the data displayed within the tool. The second important
panel, the Info Panel, is used to provide detailed information about a specific data item when it is selected.
Therefore, the facets are displayed on the right-hand side, as soon as the user zooms in to a specific item.
4.2.2

Architecture

TwiDiViz adopts a service-oriented, decoupled architecture as depicted in Figure 6. It uses two core RENDER
infrastructure services, namely Enrycher and the Data Layer based on OWLIM. Enrycher11 is a serviceoriented system, providing shallow as well as deep text processing functionality at the text document level.
In our architecture, Enrycher is the layer that processes the textual content of tweets, performs mining and
outputs diversity knowledge represented in RDF according to Knowledge Diversity Ontology (KDO) and
other popular vocabularies. The data layer efficiently stores the diversity knowledge. It offers a RESTful
interface to access and query the data, which is used in the implementation of TwiDiViz. The TwiDiViz tool
is provided with a time period, from which the Twitter data should be loaded. This subset selection is
necessary to reduce the amount of loaded data as loading the complete Twitter dataset would be too
much. As soon as this information is provided, TwiDiViz connects to the OWLIM store to retrieve all the
necessary data. Therefore, an OWLIM access tool has been written for the usage within Silverlight. Finally,
the data visualization layer, which is in the core of TwiDiViz, visualizes the RDF Twitter data in a scalable
and intuitive manner. The rest of this section focuses on the Data Visualization layer.

Raw Twitter Data
Enrycher
Data Layer (OWLIM)
Data Visualization
Figure 6: Overall Architecture

The data visualization layer can be split into two parts – the “static report view” and the “dynamic pivot
viewer browsing”. By default, the “static report view” is visible and can be used to display and print reports.
The “static report view” is implemented as part of the Telefónica’s Opinion Mining Tool (T-OMT) with which
TwiDiViz integrates (see Section 4.3.1 for a description T-OMT and the integration with TwiDIViz). As the
user should be able also to browse through the content in an interactive way, it is possible to define a
specific time period in which the user can browse the data using the dynamical pivot viewer browsing. The
10

http://www.silverlight.net/learn/data-networking/pivot-viewer/collection-design
http://enrycher.ijs.si/
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user specifies this period in the “static report view” and submits it to the PivotViewer. The tool
automatically loads the requested data and switches to the “dynamic pivot viewer browsing”.
In Figure 7 and Figure 8 the overall picture of this part of the tool is displayed. One can see several Twitter
items with a text preview and the sentiment extracted by the Enrycher service.
Data View
Each block in Figure 7 represents one data item. By default all the items are displayed in a preview, where it
is possible to zoom in to specific items in order to show the complete Tweet text as well as the facet details
in the Info Panel. It is also possible to group the items within different facet categories (i.e. by Tag and
Language).

Figure 7: Dynamical PivotViewer Browsing (1)
Filtering
In the Filter Panel of the PivotViewer Control the user can filter along several categories, namely:


Document Type: In the Telefonica use case the tool is feed with Twitter data. However, this is not
the only type of data the TwiDiViz prototype is able to handle. There is also an integrated interface
for a binding to the Drupal extension (see Section 3) and even a mash-up of Twitter and Drupal
data.



Language: As Telefonica analysts might also be interested in filtering along different languages, it is
also possible to enable/disable different languages.



Topic: For analysts it is very important to filter for specific topics mentioned in the data to be able
to react appropriately on new user feedback.



Tag: As Twitter posts can be tagged by hash tags, this type of filtering is also enabled by the tool



Sentiment: A very important component in RENDER is the sentiment mining done by the Enrycher
service. Obviously it is very important for an analyst to check about the sentiments in the data
items.

© RENDER consortium 2010 - 2013
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Figure 8: Dynamical PivotViewer Browsing (2)

4.2.3

Implementation Details

As already mentioned earlier, the dynamica way browsing is realized by using the Microsoft Silverlight
PivotViewer control. The data binding is done with a specific XML structure in the “.xml” file of the
Silverlight project:
<pivot:PivotViewer.PivotProperties>
<pivot:PivotViewerStringProperty Id="docType" DisplayName="Document Type"
Options="CanFilter,CanSearchText" Binding="{Binding docType}"/>
<pivot:PivotViewerStringProperty Id="language" DisplayName="Language"
Options="CanFilter,CanSearchText" Binding="{Binding language}"/>
<pivot:PivotViewerStringProperty Id="topic" DisplayName="Topic"
Options="CanFilter,CanSearchText" Binding="{Binding topics}"/>
<pivot:PivotViewerStringProperty Id="tag" DisplayName="Tag"
Options="CanFilter,CanSearchText" Binding="{Binding tags}"/>
<pivot:PivotViewerStringProperty Id="sentiment" DisplayName="Sentiment"
Options="CanFilter,CanSearchText" Binding="{Binding sentiments}"/>
</pivot:PivotViewer.PivotProperties>

To enable the Pivot Viewer to find corresponding bindings, the “ItemSource” property has to be set in the
Pivot Viewer control, where the elements of the source collection need to have defined properties. Also the
custom previews have to be defined. This can be done with setting the “ItemTemplates” property of the
control:
PivotViewer.ItemsSource = col;
PivotViewer.ItemTemplates = new PivotViewerItemTemplateCollection() {
(PivotViewerItemTemplate) Resources["TwitterTemplateSmall"],
(PivotViewerItemTemplate) Resources["TwitterTemplateBig"],
};
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<pivot:PivotViewerItemTemplate x:Key="TwitterTemplateSmall" MaxWidth="700">
<Border Width="300" Height="300" Background="White">
<StackPanel Orientation="Vertical">
<StackPanel Orientation="Horizontal">
<Image Source="{Binding imageURI}" Height="45"></Image>
<TextBlock Text="{Binding docType}" Height="45" FontWeight="Bold"
TextWrapping="Wrap" FontSize="25" VerticalAlignment="Center" />
</StackPanel>
<StackPanel Orientation="Horizontal">
<TextBlock Text="Sentiment: " Height="20" FontWeight="Bold"
TextWrapping="Wrap" FontSize="15" />
<TextBlock Text="{Binding sentimentTrend}" Foreground="{Binding
sentimentTrendColor}" Height="20" FontWeight="Bold" TextWrapping="Wrap" FontSize="15"
VerticalAlignment="Center" />
</StackPanel>
<TextBlock Text="{Binding twitterText}" TextWrapping="Wrap"
TextTrimming="WordEllipsis" MaxHeight="235" FontSize="20" />
</StackPanel>
</Border>
</pivot:PivotViewerItemTemplate>

4.3

Showcase - Integration with Telefonica Usecase

4.3.1

Telefónica’s Opinion Mining Tool (T-OMT)

Large companies that provide several products and services need customer feedback about their products
and statistics about the impact on a global market with hundreds of millions of users. At the same time
customers publish their opinions about these products in different types of media every day.
The goal of Telefónica’s Opinion Mining Tool (T-OMT) is to show by means of various graphs and statistical
data the opinion published on the Internet by customers. To delimit this massive opinion source the tool
composes the reports out of a set of filters and options such as language, topics or publishing dates.
The source data comes from Twitter by means of Telefónica’s Twitter Data Crawler. This software uses the
Twitter API to get tweets which include specific topics according to Telefónica’s business interests and
products. Then, the content of these datasets is analyzed by sentiment analysis software developed by JSI
and stored for an efficient access in the FactForge repository provided by Ontotext.
Figure 1 depicts a diagram which represents the data flow of the T-OMT. First, the presentation layer gets
from the user the filtering options for a specific campaign (e.g. ‘Open Web Device’ keyword between April
1st and May 1st). This information is then sent to the Cloud Data Processing infrastructure and there a
SPARQL query is composed and submitted to the RENDER’s backend. At the data processing server the
information from RENDER backend is received and the statistical modules (i.e. mentions, sentiment, etc.)
will generate the proper information to feed the UI modules at the client side. That is, this processed data
generates graphs about mentions flow tendencies, sentiment opinion charts, detected related topics from
these contents, mentions geographical distribution and also the details and content of the most relevant
tweets.
TwiDiViz also shows Twitter-related information, obtained from the same sources as the T-OMT.
Additionally it allows composing of queries using different filters (e.g. PONER EJEMPLOS) and it shows the
results providing different views and interaction paradigms which complement those offered by
Telefónica’s OMT.
© RENDER consortium 2010 - 2013

Page 23 of (28)

RENDER

Deliverable D4.1.2

Thus, the TwiDiViz and Telefónica OMT tools offer together a powerful report generator of Twitter data
enriched by sentiment analysis capabilities as well as a real time browser for this data which makes
inspection of diversity easier in big data sets. Besides both applications run on web browser environments
and share some development technologies (e.g. Javascript, JQuery). Although yet the integration of both
tools is an ongoing work, at this moment, there is available an integrated version which loads both
applications and allows easy switching between them, exchanging the filtering options.

4.3.2

Integration of T-OMT and TwiDiViz

The current goal of the integration is to use the same filtering options in both interfaces, that is, when the
user switches from one view to another. The different views are exchanged by placing each view in a
different HTML “div” and changing the visibility properties of the interface divs. After switching, the
filtering options are shared by using an easy-to-understand JSON data structure.
The JSON data structure used to link the integrated applications has the following format:

Format:

Example:

{

{

“source” : “…”,

“source” : “Twitter”,

“language” : “…”,

“language” : “en”,

“topics” : [“…”,”…”,…],

“topics” : [“~Telefónica”,”~TeraBox”,”~Tu me”],

“from_date” : “…”,

“from_date” : “2012-1-1”,

“to_date” : ”…”,

“to_date” : ”2012-1-30”,

“query_date” : “…”

“query_date” : “2012-2-1”

}

}

The corresponding filter properties selected in the PivotViewer (TwiDIViz) can be sent to the static report
tool (T-OMT) by simply invoking a JavaScript function within the Pivot Viewer control:
HtmlPage.Window.Invoke("silverLightToScript", jsonString);

To communicate the filters from the static view to the pivot viewer, the pivot viewer control has to register
a Scriptable Function, which can then be called through JavaScript to pass the arguments:
[ScriptableMember]
public void updateFiltering(string data) {
...
}

In the integrated version of T-OMT and TwiDiViz, the T-OMT interface is shown first. The user does not
have direct access the Pivot Viewer view. The option to swap views is only available once the user has
generated a report. In order to do that, the user should fill the filtering options (see Figure 9). Once this is
done, in the ‘Report options’ menu, the button to change to Pivot Viewer view be available (see Figure 10).
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Figure 9. The user sets filters and search options to generate new report.

Figure 10. TID OMT generates the report with statistical data from the query results.
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Once the Pivot Viewer option is selected, it calls the interface switcher function and sends the JSON
structure containing the query to the PivotViewer (see Figure 11. Interface swapping between T-OMT and
TwiDiViz.. The switcher hides the T-OMT interface and the Pivot-Viewer-based interface is shown. As soon
as this is done, the Pivot Viewer will load the requested data. Once the query is reproduced in the Pivot
Viewer interface, new items and search options are displayed in order to let users filter and browse the
results.
From TwiDiViz there is also the option to return to the T-OMT interface invoking the same switching
function that was already used by Telefónica OMT.

Figure 11. Interface swapping between T-OMT and TwiDiViz.
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Conclusions

In this deliverable we reported on the progress done during the 2nd year of the project on building diversityaware extensions to collaborative systems. We have described diversity-aware extensions for three popular
collaborative systems, namely MediaWiki, Drupal and Twitter. In the case of WikiMedia, we have reported
on the latest developments on building Wikidata, a free knowledge base about the world that can be read
and edited by humans and machines alike, reflecting diversity of knowledge by providing a data model and
a user interface that can deal with knowledge from many different sources. In the case of Drupal we have
described the two extra functionalities build on top of the prototype developed in the 1st year, namely the
full integration with the back end data service based on OWLIM and the use of diversity-aware ranking
service [3]. Lastly, in the case of Twitter, we have introduced TwiDiViz, a web-based application that enable
the analysis and visualization of diversity in Twitter data, and we have shown how it is integrated and
planned to be used in the Telefonica use case. As future work to be done during the 3rd year of the project,
we will test and validate the extensions and based on the outcome of this process we will refine and extend
the built systems.
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