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Executive summary
The explosion of communication means the world has experienced during the last years, mainly in the form
of online channels such as email, blogs, forums and, more currently, social networks like Twitter, Facebook
or LinkedIn, has provided people with unprecedented possibilities to express their opinions. On the other
hand, the enormous amount of communication channels available produces a huge amount of
unstructured information containing diverse opinions, sentiments and facts. The result is that many of
these opinions and perspectives are never heard if they are not the most popular ones and that some
opinions only reach recipients that are already biased in their favor and have set filters accordingly. As a
consequence, innovative ways to navigate the huge amount of diverse and opinionated information
available are needed; ways that let the end‐user decide the level of abstraction she wants to apply to the
visualization, consumption and navigation of the available information and its biases. To develop these
solutions is the goal of the RENDER project.
In the current report, we outline extensions to ‐ and tools for ‐ three popular Web2.0 platforms,
MediaWiki, Drupal and Twitter. The motivation for this is twofold. First off, we are striving to apply the
technology, models and algorithms developed in RENDER in real use case scenarios, to validate them and
gain valuable feedback and best practices both in regard to the adaption of our extensions to the user‐base
and their usage behavior as well as the technical platform. Secondly, by choosing popular multi‐user
platforms we aim to maximize the spread and impact of those tools to generate as many information
outlets with diversity‐aware interfaces and features as possible.
To reach these goals, we approach the developer and user communities of the respective platforms and
involve them in the development and refinement of the tools, so we can be sure the diversity‐enabling
features will actually be of use for the end‐users and will be maintained and further advanced by the
developers.
The presented prototypes aim to reuse cutting edge technology available already in the market, such as
diversity‐aware visualization tools and available extensions to build upon, so that all our efforts are focused
on the integration of the contributions being made in the context of the RENDER project into these already
available tools. We implemented two prototypical extensions, one for MediaWiki and one for Drupal. For
Twitter, we are presenting a detailed concept for an extension, to be developed in the second project year.
For extending the popular Media Wiki platform with its millions of users, among them the users of
Wikipedia, we built on top of the existing and widely used extension SemanticMediaWiki (SMW). It expands
the capabilities of MediaWiki by adding the possibility of expressing semantic relations of entities as part of
the Wiki Syntax. Building on SMW, we therefore developed “Shortipedia”, a Web‐based knowledge
repository, which is capable of pulling together a growing number of information sources in order to
provide a comprehensive, diversified view on entities of interest. Contributors to Shortipedia can easily add
claims to the knowledge base, provide sources for their claims, and find links to knowledge already
available on the Semantic Web. In this way, it e.g. becomes possible to display a Wiki article and display
differentiating views (with sources) on the key facts of the article. The benefits and capabilities of
Shortipedia are described in their entirety in the attached Paper “Shortipedia ‐ Aggregating and Curating
Semantic Web Data” in Annex A.1. We have cleaned and released the Shortipedia code developed in
RENDER to improve the spread and availability of diversity‐enabled semantic extensions for the MediaWiki
software.
Drupal, a popular open source content management system (CMS) and content management framework
(CMF), is used for at least 1.5% of all websites worldwide [1], with its core version used as a website, blog
or forum, to name a few. It can be easily expanded because of its modular design and is supported by a
large and active developer community, which can be optimally involved to help customizing, spreading and
advancing the RENDER extensions. There are three use case scenarios for the Drupal extension. We
implemented the first one, which is explicating diversity according to the RENDER Knowledge Diversity
Ontology (KDO) based on available metadata of Drupal objects. This metadata is converted to RDF and is in
this way made usable through the KDO, which enables defining and storing semantic diversity relations
between objects. We also offer the possibility to generate KDO annotated data directly from Drupal via the
© RENDER consortium 2010 ‐ 2013
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Drupal Ontology Editor Plugin we developed. With it, a Drupal administrator can create interfaces for
specific ontologies by simply defining the ontology in an easy to use HTML structure. Our KDO enables
furthermore to define diversity‐relations between the Drupal objects. End‐users can access a list of
concepts via the Ontology Editor, for which individuals can be created in the ontology, e.g. a document
(described by a URI) can be marked as having a specific “Bias” which is a concept in the KDO. By default, the
ontology editor is configured with the KDO ontology. This can be changed if needed by a Drupal
Administrator by defining namespaces, concepts and property masks through HTML elements. The
ontology editor is able to run in every browser that has JavaScript enabled. The second use case is enabling
diversity recommendation by interlinking the metadata of a Drupal object with existing Linked Open Data,
which will be done by a service developed in RENDER based on FactForge1. This information will then be
used to make the diversity of the information contained in certain Drupal objects visible, e.g. showing what
semantic concepts they contain and which related concepts they don’t contain, so they can be made more
diversified by the author. The third use case scenario is diversified semantic search in Drupal. In this
scenario all the metadata about all the content in the corresponding DRUPAL installation is loaded in
OWLIM. Using the input data from the first two use cases, the user is then enabled to search for example
for Drupal text objects with a certain bias.
Lastly, we lay out a concept for a “Watchtower” prototype, which is a customization of the Microsoft
PivotViewer to integrate the analyzed and curated data of the diversity inherent in Twitter streams that we
get out of the RENDER work packages 1‐3. We chose this specific tool over an extension of a Twitter client
because of its comprehensive and well‐developed data visualization and browsing techniques we could
reuse, and because there is not one specific Twitter client with a significant enough market share. It was
also superior to other data visualization tools. It is based on MS Silverlight and can be are easily packaged
and reused as a pluggable component by third party developers. The prototype consists of reusing the MS
PivotViewer control to let users visualize, consume and navigate the results of the analysis made by the
RENDER project backend components regarding sentiment analysis, fact coverage and diversity awareness
of the input data plus additional information contained. The user can apply sorting and filtering in any
combination of criteria based on this input data, e.g. a certain key fact talked about in a certain country at a
certain time with a positive sentiment score by female Twitter authors. The user is as well able to dive
deeper into any topic or tweed to learn more details. This is made possible by the advanced browsing
features of the MS PivotViewer.

1

http://factforge.net/ ‐ FactForge is a service by Ontotext that is used to easily identify resources in the Linking Open
Data (LOD) cloud. It provides efficient mechanisms to query data from multiple datasets and sources, considering their
semantics.
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Abbreviations
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Introduction

The explosion of communication means the world has experienced during the last years, mainly in the form
of online channels such as email, blogs, forums and, more currently, social networks like Twitter, Facebook
or LinkedIn, has provided people with unprecedented possibilities to express their opinions. On the other
hand, the enormous amount of communication channels available produces a huge amount of
unstructured information containing diverse opinions, sentiments and facts. The result is that many of
these opinions and perspectives are never heard if they are not the most popular ones and that some
opinions only reach recipients that are already biased in their favor and have set filters accordingly. As a
consequence, innovative ways to navigate the huge amount of diverse and opinionated information
available are needed, innovative ways that let the end‐user decide the level of abstraction she wants to
apply to the visualization, consumption and navigation of the available information and its biases. To
develop these solutions is the goal of the RENDER project.
The main objective of WP4 of the RENDER project is to provide the developer community of popular Web
2.0 platforms with a diversity‐aware toolkit they can use when building or extending their tools with
sentiment analysis, fact coverage and diversity extraction capabilities. To this end, in this report, we outline
extensions to ‐ and tools for ‐ three popular Web2.0 platforms, MediaWiki, Drupal and Twitter. The
motivation for this is twofold. First off, we are striving to apply the technology, models and algorithms
developed in RENDER in real use case scenarios, to validate them and gain valuable feedback and best
practices for tool refinement both in regard to the adaption of our extensions to the user‐base and their
usage behavior as well as the technical platform. Secondly, by choosing popular Web2.0 platforms we aim
to maximize the spread and impact of those tools to enhance as many information outlets with diversity‐
aware interfaces and features as possible and foster diversity‐driven collaboration.
The presented prototypes aim to reuse cutting edge technology available already in the market, such as
diversity‐aware visualization tools and available extensions to build upon, so that all our efforts are focused
on the integration of the contributions being made in the context of the RENDER project into these already
available tools.
To reach said goals, we approach the developer and user communities of the respective platforms and
involve them in the development and refinement of the tools, so we can be sure the diversity‐enabling
features will actually be of use for the end‐users and will be maintained and further advanced by the
developers.
We have therefore, in a first step, identified the most promising platforms to develop extensions and build
prototypes and concepts for those platforms.
Our main criteria for the selection of the platforms were:
•
•

•
•

Spread of the platform: How popular is the platform, how many people use it, how big is the
community, what will be the potential impact and feedback?
Active and open developer and user communities: We were looking for an active developer
community that is open to taking up new ideas and technologies, improving them and giving
valuable best practice feedback, as well as an end‐user community that is likely to actually make
use of the developed tools.
Openness to new extensions and ease of integration: Can the platform software itself be easily
extended and do the admins and end‐users generally make use of the ability and the resulting
extended functionalities?
Know‐how inside the consortium related to the platform: Does knowledge about the platform
technology itself or the user communities exist among the RENDER project partners, e.g. from
previous collaborations (how to approach the community, which way to built the tools for easy
adaption etc.)

Based on these assessments, we chose two platforms to build prototypes for in the first project year.
© RENDER consortium 2010 ‐ 2013
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The first one is MediaWiki, which we enriched with diversity‐enabling features based on the popular
extension Semantic Media Wiki. This prototype is described in section 2.
Deviating from the original description of the deliverable, the second prototype is not based on WordPress
but on the very popular open source content management system (CMS) and content management
framework (CMF) Drupal, which fits our criteria for selection very well and which see as an optimal choice
for an extension. The reason for this and the prototype itself is described in section 3.
For a third prototype, we describe a detailed concept for an advanced visualization and browsing tool for
diverse Twitter data in section 4. There, we outline the use case, requirements and features for such a tool.
The realization of this tool is planned for the second project year.
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MediaWiki extension: Shortipedia

Wiki software is currently one of the most used platforms for large‐scale user collaboration on the web and
beyond. The particularly popular MediaWiki platform is the base for Wikipedia and a large amount of
smaller Wikis everywhere around the web, in intra‐organizational contexts and personal knowledge
management. Extensions to the MediaWiki software are widely used and facilitate the knowledge
management tasks of millions of users every day.
SemanticMediaWiki (SMW) extends the capabilities of MediaWiki by adding the possibility of expressing
semantic relations of entities in the Wiki as part of the Wiki Syntax. It is a popular extension to MediaWiki,
currently used by over 200 active public Wikis and an unknown number of private Wikis [2].
More importantly, SMW provides an ideal base to add features to Wikis that enable collecting and
representing diverse information in a collaborative manner. Building on SMW, we therefore developed
“Shortipedia”, a Web‐based knowledge repository, which is capable of pulling together a growing number
of sources in order to provide a comprehensive, diversified view on entities of interest.2 Contributors to
Shortipedia can easily add claims to the knowledge base, provide sources for their claims, and find links to
knowledge already available on the Semantic Web. In this way, it e.g. becomes possible to display a Wiki
article and display differentiating views (with sources) on the key facts in the article. The whole benefits
and capabilities of Shortipedia are described in the attached Paper “Shortipedia ‐ Aggregating and Curating
Semantic Web Data” in Annex A.1.
We have cleaned and released the Shortipedia code developed in RENDER to improve the spread and
availability of diversity‐enabled semantic extensions for the MediaWiki software. Due to the very active
developer community for MediaWiki and SMW in particular and our intensive involvement with it, we
anticipate a quick uptake and use of the Shortipedia idea and functions.
To provide the necessary technologic state‐of‐the‐art foundation for those developments, Semantic
MediaWiki has been further maintained and expanded, having had its first major release in two years
(version 1.6).
Furthermore we are in talks with the Wikimedia foundation to integrate part of the functionalities of
Shortipedia and Semantic MediaWiki in Wikipedia. The idea behind it is to bring structured data into
Wikipedia. This project, called “Wikidata”, has been developed within the RENDER project as a proposal for
the Wikimedia community and we are currently strongly involved in it. We have published a technical
proposal in full detail.3 Extensions and rewrites of Shortipedia and Semantic MediaWiki will form a technical
foundation for Wikidata.

2

Usable prototype at http://www.shortipedia.org
http://meta.wikimedia.org/wiki/New_Wikidata
© RENDER consortium 2010 ‐ 2013
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Drupal extension

3.1

Introduction

Drupal is a free and open source content management system (CMS) and content management framework
(CMF) written in PHP and distributed under the GNU General Public License. It is used as a back‐end system
for at least 1.5% of all websites worldwide [1] ranging from personal blogs to corporate, political, and
government sites. Drupal is used not only by a lot of websites, but also by many high profile sites.4 It is also
used for knowledge management and business collaboration.
But as in many other popular systems, the concept of knowledge diversity is not provided yet by the
system. There is only a single view shown to authors and readers of a text object or website. With our
extensions it will be possible to automatically (and also manually by the user) integrate such diversity
information, as we explain in section 3.2.
The Drupal Core basic version can be used as a website, blog and Internet forum, to name a few. Because
of its plug‐in extensibility and modular design, Drupal’s basic features can be easily expanded by so called
“contrib modules”. There is a very large, active and open developer community advancing and refining
these extensions. We are planning to target several groups inside this community to involve them in the
refinement and spreading of the prototypes developed in RENDER. Primary among them are the Drupal
“Semantic Web” group and the RDF in Drupal 7 initiative,5 which are ideal to help spreading and advancing
the extensions we are presenting below. To involve the Drupal community will also ensure the long‐term
support and use of the extensions developed in RENDER.
The existence of a community that is active and willing to cooperate, to ensure a sustained maintenance
and advancement of the technology was important. But moreover, the community’s experience and
proficiency to make effective use of the technology provided by RENDER was a crucial factor in the decision
for Drupal instead for e.g. Wordpress.6 Also, because of it vast flexibility and expandability, there are far
more potential use cases for Drupal than for system dedicated to only blogging, websites or forums.
The following sections will first list the use cases for introducing diversity‐enabling functionalities to Drupal
and then describe the implementation of the prototype so far.

3.2

Diversity extensions for Drupal – scenarios and implementation

This section contains the definition of three use cases for diversity extensions of Drupal and reports on the
prototypical implementation of the first use case. Each of the use case scenarios focuses on different
aspects in which the RENDER technologies can be used to formalize, identify, extract, generate and interlink
diverse information using Drupal. The three use cases are:
1. Making diversity explicit
2. Diversity‐enabling recommendation
3. Diversified semantic search

4

http://artatm.com/2010/02/showcase‐of‐popular‐website‐developed‐using‐drupal/ ‐ although from Feb. 2010, this
list gives a good and still valid sample of which high profile sites use Drupal.
5
http://groups.drupal.org/semantic‐web and http://semantic‐drupal.com/about , respectively. The community
building strategy is explained in D6.2.2.
6
Although Wordpress is more widely used, there is no developer community focused so intensely on semantic
technology as it is the case for Drupal. I.e. the potential impact of a Wordpress extension might be higher due to the
sheer amount of users, but we consider the adoption of the extension by the developers as well as the users to be
much more likely in Drupal, creating actual impact. The potential use cases for Wordpress are fewer as well. Also, as
mentioned in footnote 4, Drupal is used less then Wordpress, but often for high profile sites, as it is much more
complex and powerful.
Page 10 of (29)
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The first use case scenario is making diversity explicit which is contained in existing Drupal objects.
Therefore we are in the first step generating metadata according to the Knowledge Diversity Ontology
(KDO) (developed in the RENDER deliverable 3.1.1) based on available Drupal object metadata. In general,
any Drupal module or plugin can introduce its own terminology (properties) for metadata. There is also a
generic, common terminology used by all Drupal objects. To have the metadata of any Drupal object in RDF
format is a prerequisite to using the KDO (and other ontologies), which brings a set of benefits especially
for searching and identifying relevant information from Drupal and enables defining and storing semantic
diversity relations between objects. For implementing the generation of metadata we will focus on the
generic properties and provide means to generate RDF data for it. We also offer the possibility to generate
KDO annotated data directly from Drupal via a Drupal plugin. In subsection 3.2.2 we describe this Drupal
plugin we have implemented and the KDO data it generates.
Another way to make diversity information explicit out of Drupal articles is generating additional diversity
information from the content of the articles automatically. In this case a Drupal extension sends the text
content of a Drupal article to a backend service (which could be a FactForge7 service or the Enrycher service
developed by JSI). These services (the FactForge service is currently in development) are then used to
analyze the text and generate a set of existing concepts (according to the KDO) that are most relevant to it.
Optionally, in case of the FactForge service, such service can also return back a snippet of a FactForge set of
RDF statements that represent some sort of "minimal useful closure" of the entities and the concepts.
To leverage the “explicit diversity” scenario, we will enable publishing of the generated diversity metadata.
This can be done by adding URI’s and tags from the Enrycher or FactForge service at the bottom of a
content (or even in between the text, where it is useful). A user can then find additional diverse
information about a topic.
The second use case scenario is enabling recommendation of content that could make a Drupal object
content more diverse. Will enable this by first interlinking the metadata of a Drupal object with existing
Linked Open Data (LOD). Having the metadata connected with other data and schemas from the linked
open cloud will enrich the information space and will allow applications and services built on top to take
advantage of Drupal metadata. Exploration and search over Drupal objects and information that is relevant
for the Drupal object becomes much easier if there exists links between the Drupal object metadata and
the linked open data. In this scenario there is a DRUPAL module, which can send the text content and the
metadata about a concrete DRUPAL object to a (to be developed) FactForge backend service. The service
returns back mappings from the DRUPAL metadata to the FactForge datasets. In this way the Drupal
metadata becomes properly linked, so one can explore the description of the corresponding piece of
content and navigate to relevant LOD data. This information will then be used to make the diversity of the
information contained in certain Drupal objects not only visible, but e.g. showing what semantic concepts
they contain and which related concepts they don’t contain, so the user can add information that is lacking
to be more diverse.
The third scenario is about diversified semantic search. In this scenario all the diversity aware information
about all the content in the corresponding DRUPAL installation is loaded in OWLIM. The text
content/representations of the objects are also loaded as literals (e.g. <doc1, hasText, "...">) and indexed
using OWLIM's build in FTS and RDF Search routines. The Forest8 front‐end is integrated to provide access
to the data in the repository and services such as RDF search, graph exploration, etc.. Forest is the library
used for the front‐ends of both FactForge and LinkedLifeData. In the end also the diversity information
captured in the KDO ontology can be searched through by using the semantics described in OWL.

7

http://factforge.net/ ‐ FactForge is a service by Ontotext that is used to easily identify resources in the Linking Open
Data (LOD) cloud. It provides efficient mechanisms to query data from multiple datasets and sources, considering their
semantics.
8
http://www.ontotext.com/sites/default/files/downloads/Introducing%20Forest_2010.pdf
6
http://factforge.net/
© RENDER consortium 2010 ‐ 2013
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Conceptual architecture for diversity extensions for Drupal

The scenarios described can be and are implemented starting from a conceptual architecture that works for
any Drupal diversity extension. The architecture can be extended, customized and implemented to meet
the requirements of each scenario. Figure 1 shows the generic conceptual architecture.

Figure 1: Conceptual architecture for diversity extensions for Drupal
In a nuthshell, any Drupal extension is interacting with backend RENDER enabled services i.e. a FactForge
service (to be developed) via RESTfull API calls. FactForge6 provides a platform to a practical approach of
reasoning over the web of linked data. This web of linked data includes data sources like LOD (Linked Open
Data), DBPedia, Factbook as well as common ontologies like Dublin Core, SKOS or FOAF. FactForge provides
querying and reasoning over the contained data sources by using semantic technologies. The FactForge
service that is about to be developed will take general information about the Drupal objects (namely object
metadata, semantic data extracted from content, …) and return the result of the FactForge query, which
will then contain diversity enabled information from lot of different sources all over the web of linked data.
For the generic architecture it is currently planned to use FactForge as a backend service. However, other
backend Render services that are potentially able to deliver diversity information, such as the Enrycher9
service from work package 2 could be integrated using a similar approach.
As described in the example of the FactForge backend service, the role of the general backend services is
to:
• Process the information coming from Drupal objects
• Extract diversity information related to the Drupal object by semantic reasoning over different data
sources containing diversity on specific topics
• Interlinking in the linked open data cloud and use it (search, ranking, etc.)
• Return query results in RDF by specifying diversity information as instances of KDO and other
relevant ontologies (SIOC, FOAF, etc.)
The results (specified by KDO in RDF format) returned by the back end service will then be handled by the
Drupal extension that can display the results.

3.2.2

Drupal Ontology Editor Plugin

The Drupal Ontology Editor Plugin is a plugin, which supports Drupal users in creating individuals for a
specific ontology (the prototype has been made available online10). It is easy for the Drupal administrator to
9

http://render‐project.eu/wp‐content/uploads/2010/05/D2.2.1.pdf
Page 12 of (29)
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create interfaces for specific ontologies by simply defining the ontology in an easy to use HTML structure.
The KDO furthermore enables to define diversity‐relations between the Drupal objects.

3.2.2.1

How to use

In the following section it is shortly described how this plugin can be used. Therefore two views have to be
described – the end user view and the Drupal administrator view.
3.2.2.1.1

Drupal end‐user

The first thing the user sees when he calls the Ontology Editor page is a list of concepts, for which
individuals can be created (see Figure 2). To select a specific concept the user just has to click on the
concept for which he wants to create an individual.

Figure 2: Ontology Editor Overview

To add an individual the user has to click on the button “Add new Individual”. This action results in a pop up
where information about the new individual can be inserted (see Figure 3). If all information the user wants
to add is inserted, a click on the button “Save Individual” creates the new individual and is then listed in the
individual’s list of the concept. If the user wants to view or edit an already created individual, it is possible
to select an individual from this list. A click on “Edit Individual” will open an edit form where all the
information is displayed.

10

http://render‐project.eu/drupal/ ‐ the full functionality can be accessed with User: render PW: Gud2frin
© RENDER consortium 2010 ‐ 2013
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Figure 3: Add individual form

3.2.2.1.2

Drupal administrator

By default, the ontology editor is configured with the KDO ontology. This can be changed if needed by
editing the “ontology_editor.module” file. Therefore the Drupal administrator just has to define 3 things:
• Namespaces
• Concepts
• Property Masks
All these things are simply defined by HTML elements.

Namespaces
It is possible to define name spaces and name space prefixes. This can be done like in the following
example:
<div id="OntologyEditorNamespaceDiv" style="visibility:hidden">
<div class="OntologyEditorNamespaceDefinition">
<input class="OntologyEditorNamespacePrefix" value="kdo" />
<input
class="OntologyEditorNamespaceURI"
value="http://www.sti‐
innsbruck.at/ontologies/kdo" />
</div>
</div>
A name space definition can be defined by adding a div of the class “OntologyEditorNamespace‐Definition”
to the div “OntologyEditorNamespaceDiv”.

Concepts
A concept can be defined by adding a div with the following structure to the “classesAccordion” div:
<div id="OntologyEditorDialogRole">
<div> URI <input name="URI" propType="dtP" /> </div>
<input type="button" class="OntologyEditorButton" value="Save Individual" />
</div>
Page 14 of (29)

© RENDER consortium 2010 – 2013

Deliverable D4.1.1

RENDER

Important here is the definition of the concept by adding the concept name to the id’s
(OntologyEditorList$ConceptName$) and to the conceptType property.

Property Masks
To define the property mask the Drupal administrator has to add a div with the id
“OntologyEditorDialog$ConceptName$”. Then it is possible to define the properties by adding divs with the
property name and an input field like in the example below. There are 2 types of properties:
• Datatype properties (propType = “dtP”)
• Object properties (propType = “oP”)
<div id="OntologyEditorDialogOpinion">
<div> URI <input name="URI" propType="dtP" /> </div>
<div> hasOpinionExpression <input name="hasOpinionExpression" propType="dtP" /> </div>
<div> hasStatement <input name="hasStatement" propType="dtP" /> </div>
<div> expressedOn <select name="expressedOn" propType="oP" rangeType="Thing"
multiple="multiple"> </select> </div>
<div> hasOpinionHolder <select name="hasOpinionHolder" propType="oP" rangeType="Agent"
multiple="multiple"> </select> </div>
<div> hasSentiment <select name="hasSentiment" propType="oP" rangeType="Sentiment"
multiple="multiple"> </select> </div>
<input type="button" class="OntologyEditorButton" value="Save Individual" />
</div>
Used Technologies
The ontology editor is able to run in every browser that has JavaScript enabled. It is completely
implemented in JavaScript and can in principal also run outside of the Drupal environment. For more
stability the JavaScript libraries JQuery and JQuery‐UI have been used.
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4

“Watchtower”: Analysis of diverse Twitter data

4.1

Introduction

As a third prototype, to be developed in the second project year, we aim at analysing Twitter feed data. The
following subsections picture our planning for this technology so far and illustrate its functionalities. We are
confident to be able to realize the prototype according very closely to this plan.
The idea behind the “Watchtower” prototype is to two‐fold. On the first hand, it will provide social media
consumers with an innovative tool to visualize, analyze and consume the diversity of data in currently
available social media streams, namely Twitter. On the other hand, to provide the developer community
with a closed and packaged component to enrich their tools and applications with the sentiment analysis,
fact coverage and diversity extraction capabilities to be provided by the RENDER project in the work
packages 1‐3.
Since the prototype is focused on providing the end‐users with innovative ways to consume high volumes
of sentiment, fact and diversity‐aware information, in the next section we include a brief state‐of‐the‐art
analysis of publicly available big data visualization tools that were available for reuse in the prototype. We
then elaborate on the reasons for choosing Microsoft (MS) PivotViewer for our prototype and describe the
functions.

4.2

Data visualization tools – an overview

The explosion of information and data made publicly available in the last years has caused an important
evolution in the ways this information and data are exposed, visualized and, consequently, consumed. The
traditional tabular format where each row represents a data unit is no longer valid and new visual
techniques have been proposed to consume high volumes of complex data as a way to ease its analysis.
Although many frameworks for data visualization have been proposed, in the next section we briefly
present three of the most outstanding ones: (1) IBM Many Eyes, (2) Google Public Data Explorer and (3)
Microsoft PivotViewer. These frameworks qualify as a basis for our prototype as a way to visually present
most of the information exposed by the RENDER backend components regarding its sentiment analysis, fact
coverage and diversity extraction capabilities.
We chose an advanced data visualization tool over an extension to an existing Twitter client for two main
reasons:
a) There is a wealth of complex data visualization and navigation tools available that we only need to
customize instead of building an individual, elaborate extension for a single Twitter client, so the
development focus can be on integrating the knowledge diversity information instead of
reinventing the visualization.
b) There is no single Twitter client with a majority of the market share; most users use the web
interface.11

4.2.1

IBM Many Eyes

IBM Many Eyes12 is a community and data visualization framework where users can upload data and apply
distinct data visualization techniques to them as a way to analyze it and extract conclusions. The tool has
deep social approach, letting users comment and discuss not only on the data uploaded but also on the
11

The rest is divided almost evenly over a number of clients: http://mashable.com/2009/02/07/twitter‐clients/. Also,
Twitter has explicitly discouraged the development of third‐party Twitter clients for the future:
http://mashable.com/2011/03/12/twitter‐api‐clients/
12
http://www‐958.ibm.com/software/data/cognos/manyeyes/
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visualizations, which can be applied to them. IBM Many Eyes supports a wide array of data visualization
techniques such as network diagrams, scatterplots, matrix charts, block histograms and treemaps, among
many others.
IBM Many Eyes may be reused in the context of the RENDER project to upload the results of the analysis
made by the RENDER project backend components to the input data and to apply to these results distinct
visualizations techniques out‐of‐the‐box. Currently the IBM Many Eyes framework does not provide the
possibility to connect its visualization capabilities to online sources of data and, consequently, the data has
to be uploaded manually. As a consequence, although IBM Many Eyes may fit perfectly in our aim to
provide the final users with innovative ways to consume the sentiment, fact and diversity‐aware
information to be provided by the RENDER project backend components, the somehow complex and
manual process to upload the data, but mainly the impossibility to package all this functionality in a closed
component to be reused by third party developers does not make IBM Many Eyes the best alternative to be
reused in our prototype proposal.

4.2.2

Google Public Data Explorer

The Google Public Data Explorer13 is a Google Labs project, which makes large datasets easy to explore,
visualize and communicate. Google Public Data Explorer is especially useful to consume temporal and geo‐
localized data since it provides charts and maps which animate over time. Thanks to Google Public Data
Explorer, the users do not have to be data experts to navigate between different views, make their own
comparisons, and share their findings.
Just as in the case of the IBM Many Eyes framework, users of Google Public Data Explorer can upload their
data and apply to them distinct visualization techniques. Anyhow and just as in this previous case, Google
Public Data Explorer does not provide currently the possibility to connect its visualization capabilities to
online sources of data and, consequently, the data has to be uploaded manually. As a consequence,
although Google Public Data Explorer may fit perfectly in our aim to provide the final users with innovative
ways to consume the sentiment, fact and diversity‐aware information to be provided by the RENDER
project backend components, the somehow complex and manual process to upload the data, but mainly
the impossibility to package all this functionality in a closed component to be reused by third party
developers does not make Google Public Data Explorer the best alternative to be reused in our prototype
proposal.

4.2.3

JavaScript Data Visualization libraries

In the web domain many JavaScript data visualization libraries exist14 which we may consider to reuse in
the prototype. These libraries would allow us to expose the sentiment, fact and diversity‐aware information
to be provided by the RENDER project backend components using innovative visualization techniques.
This option would give us total freedom to connect the data visualization Web components to the source of
the information to be visualized, in this case, the RENDER project backend components. Anyhow, it is
important to note that we would have to translate the information to be visualized to the format consumed
by the UI visualization components.
Probably the most important drawback of this option is the fact that the visualization capabilities provided
by the already available JavaScript libraries are especially suited for the visualization of static data with very
limited data navigation capabilities. In fact, these libraries are mainly focused on the visualization of the

13

http://www.google.com/publicdata/home
Some of the most advanced JavaScript data visualization libraries currently available: Javascript InfoVis Toolkit,
http://thejit.org ; Protovis, http://vis.standford.edu/protovis/ ; Processing.js, http://processingjs.org ; Highcharts,
http://highcharts.com
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data and, as a consequence, all the data filtering and navigation capabilities would have to be implemented
ad‐hoc.
Another important limitation of this option is the possibility of packaging the outcome of the prototype as a
closed component to be reused by third party developers. Anyhow, this should not be a problem at all since
there is already technology available to package Web components and to make them available as jQuery15
plugins, for example.

4.2.4

Microsoft PivotViewer

Microsoft PivotViewer16 is a Microsoft Silverlight17 control, which makes it very easy to interact with
massive amounts of data on the Web in ways that are powerful, informative and fun. By visualizing
thousands of related items at once, users can see trends and patterns that would be hidden when looking
at one item at a time.
Microsoft PivotViewer leverages Deep Zoom18 technology displaying full, high‐resolution content without
long load times, while the animations and natural transitions provide context and prevent users from
feeling overwhelmed by large quantities of information. This simple, inviting interaction model encourages
exploration and longer audience engagement times, and applies broadly to a variety of content types.
Microsoft PivotViewer has been made publicly accessible as a Microsoft Silverlight control and can be freely
used by developers and designers to begin creating collections and deploying high volumes of data
visualization solutions. It can be easily embedded in Web Applications using Silverlight.
As a way to be consumed by the Microsoft PivotViewer control, data has to be exposed following a
proprietary XML dialect proposed by Microsoft called the Collection XML (CXML). Once the data is exposed
as CXML the control let the user filter, visualize and, as a consequence, consume the data applying to it
faceted techniques as well as distinct abstraction levels.
Currently, Microsoft PivotViewer supports static and dynamic collections. Dynamic collections (also known
as Just‐In‐Time Collections) are loaded in real time from the server side as a response to user input.
Obviously the most important drawback of this option is the need to translate the information provided by
the RENDER project backend components to the CXML format. This is however not a problematic issue for
the results of the diversity mining technologies developed in RENDER, as the outputs can be in CXML
format. On the other hand, the main benefit is that once this conversion is accomplished, Microsoft
PivotViewer takes care of all the complexity inherent to the data navigation and faceted filtering.
Since Microsoft PivotViewer is a Silverlight control itself, extending it and exposing the prototype to be
implemented in the context of the RENDER project as a closed Silverlight component is straight forward.

4.2.5

Tool choice

In the previous sections, we analyzed some of the potential frameworks and technologies adequate for
being reused for the prototype to be developed in the context of the RENDER project, pointing out their
most important benefits and drawbacks.
After analyzing them, we believe that reusing JavaScript Data Visualization libraries or the Microsoft
PivotViewer are the options which best fit our needs. We propose to use MS PivotViewer to take advantage
of its visualization capabilities and flexibility when consuming high volumes of data. MS PivotViewer’s
strongest point is the flexibility it provides to its users, letting them filter and consume the information
15

http://www.jquery.org
http://www.microsoft.com/silverlight/pivotviewer/
17
http://www.microsoft.com/silverlight/
18
http://en.wikipedia.org/wiki/Deep_Zoom
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available. As far as our understanding, there is not currently any family of Java libraries, which provide us
with the functionality already provided by the MS PivotViewer control. There are, however, applications
more close to the open source domain, which could be used instead, such as gephi.org19, but they are more
focused on visualizing linked (interconnected or network) data and the flexibility they provide when
consuming the data is not as high as provided by MS PivotViewer.
Trying to balance the presented tools’ suitability for the task, the resources available for the
implementation of the prototype and the objectives we aim to cover with this prototype (validation and
demonstration of the RENDER project’s contributions) as well as the reach and attention each one of these
options may attract, we believe that the MS PivotViewer control option is the best choice. This is the
reason why we use it as the base for the prototype proposal presented in the next section.

4.3

Prototype description

In the present section we detail the prototype, which will help us validate and demonstrate the
contributions (technology, models, algorithms, etc.) being developed in the context of the RENDER project.
We made available the code we used for the example visualizations in this deliverable as well.20
As already mentioned, the prototype consists of reusing the Microsoft PivotViewer control to let users
visualize, consume and navigate the results of the analysis made by the RENDER project backend
components regarding sentiment analysis, fact coverage and diversity awareness to the input data.
To try to focus and to limit the prototype we consider as input data the user’s Twitter stream. This Twitter
stream will be analyzed by the RENDER project backend components applying its innovative sentiment
analysis, fact coverage and diversity extraction capabilities. The user will be able to visualize, to consume
and to navigate the results of this analysis.
In the next paragraphs, we present a mock‐up of how the prototype may look like as well as the
functionality it may provide inherited from the Microsoft PivotViewer control’s data navigation and
visualization capabilities. As already mentioned, the main effort to be carried out will be the translation of
the information exposed by the RENDER project backend components to the format consumed by
Microsoft PivotViewer, CXML.
After providing the RENDER project backend components with access to the input data to be analyzed (this
is, the Twitter stream of certain user), the RENDER project backend components will analyze the data
applying its sentiment analysis, fact coverage and diversity extraction capabilities. Once the results of the
analysis are ready, the user will be shown with a Microsoft PivotViewer control instance such as the one
shown in Figure 4.

19

http://gephi.org
http://dl.dropbox.com/u/2461997/RENDER_PivotViewer_Prototype.zip ‐ this proof‐of‐concept includes a Microsoft
Visual Studio project including the Web page hosting the Microsoft PivotViewer control
© RENDER consortium 2010 ‐ 2013
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Figure 4: MS PivotViewer control instance – no filters set

As depicted in the previous figure, the Microsoft PivotViewer control exposes a lot of information letting
the user navigate and consume it as a way to obtain conclusions that would be hardly obtained from a raw
amount of data. To this end, the Microsoft PivotViewer control features 3 main areas: (1) the top area
which lets users sort the results according to certain criteria, (2) the left area which lets users filter the data
to be shown and (3) the central area where the images (corresponding in this case to the Twitter avatars of
the users who sent the analyzed Twitter messages) are shown.
How can the top and left areas be used to navigate the exposed information? For example, let’s consider
that the user would like to know the gender distribution of the analyzed messages. To do it, she would only
have to select the corresponding criteria from the “Sort” combo box located at the top of the control,
clicking the button with the columns icon in it to see the possible values of the selected criteria and the
distribution of the messages. In this case, the user would be shown the information as seen in Figure 5.
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Figure 5: MS PivotViewer control instance – sorted by gender

As shown, almost half of the analyzed messages where sent by women and the other half by men.
We could do the same to find out the age distribution of the users who sent the analyzed Twitter messages.
In this case, we select the “User:Age” criteria to show the information as depicted in Figure 6.
Obviously, the most interesting information to navigate in the context of the RENDER project would be the
one related to sentiment analysis, fact coverage and diversity extraction. To this respect, for example, we
could assume that the RENDER backend components provide as a result of their analysis with a
SentiWordNet value obtained from the text of the messages. In this case, the user could very easily see the
distribution of the sentiment inherent to the messages by just selecting the
“Message:SentiWordNet:Overall” criteria, obtaining the information depicted in Figure 7 as an example.
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Figure 6: MS PivotViewer control instance – sorted by age

Figure 7: MS PivotViewer control instance – sorted by SentiWordNet Score
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In this range, 0,000 corresponds to the maximum negativity, 1,000 to the maximum positivity and 0,500 to
the totally neutral messages. As we can see we do have messages with almost every sentiment attached to
them and almost in the same amount. Obviously in a real case scenario with real messages the results
would be quite different.
On the same hand, the user could also analyze the distribution of the messages according to the topics
covered in them, taking as input the results provided by the fact coverage capabilities of the RENDER
backend components. This information would be shown as depicted in the following Figure 8.

Figure 8: MS PivotViewer control instance – sorted by covered facts in alphabetical order

As it can be seen, it seems that users are mostly taking about topics from “phone calls” to “support”,
whereas “duo” to “help” are definitely not the hottest topics. It is important to note that Figure 8 is a very
simple example where much of the information and structure contained within the facts, which make
semantic fact extraction interesting, are not included. When building the actual tool, we will explore ways
to expose the information extracted by the RENDER server‐side components in the CXML format so that it
is as meaningful as possible to the final users. Anyhow, this will not be a problem since important parts of
the semantic and linked‐data domain such as OpenLink Software are already exporting their data as CXML
so that they can be consumed using Microsoft Pivot Viewer.21
Apart from these sorting capabilities, Microsoft PivotViewer let users navigate the information it is
visualizing. For example, considering the previous image, the user could dive into the fourth column
(“phone calls” to “support”) to focus on those precise topics, getting as a result a screen much like in Figure
9.

21

http://ods.openlinksw.com/wiki/main/Main/VirtVisualizeWithPivotViewer
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Figure 9: MS PivotViewer control instance – more detailed covered facts exploration

Figure 10: MS PivotViewer control instance – expanded topic filters
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As depicted in Figure 9, the information shown is focused on the concrete topics the user is interested in
(from “phone calls” to “support”) where we can see how people are mostly talking about “satisfaction” and
not that much about SMS.
Notice that on the left hand side, a cross in a red circle is shown on the “Message:Topic” criteria, this
indicates the user that some filtering has been applied to the shown data. If we expand the
“Message:Topic” we can see the filters applied to the data being shown as depicted in Figure 10.
In fact, the user can use this faceted filtering capability to filter the information she may be interested in.
For example, let’s consider that Telefónica has recently carried out a marketing campaign in Brazil
regarding their Imagenio TV and video on demand product and the user would like to see the effects of this
campaign. The campaign started in the 15th of June of this year.
The first thing the user would do would be to sort the data based on the “Sentiment:Overall” criteria as
shown in Figure 11.

Figure 11: MS PivotViewer ‐ targeted search step 1: SentiWordNet score

Then the user could filter the data to consider only the messages sent from Brazil using the faceted filtering
capabilities on the left hand side of the Microsoft PivotViewer control as depicted in Figure 12.
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Figure 12: MS PivotViewer ‐ targeted search step 2: country filter

Figure 13: MS PivotViewer ‐ targeted search step 3: date filter
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Since the marketing campaign started on the 15th on June, let’s filter the data shown to the second two
weeks of June as depicted in Figure 13.
In fact, the user could even lower the abstraction level to the message level by just clicking on any of the
images shown as a way to get detailed information about the concrete message as depicted in Figure 14.

Figure 14: MS PivotViewer ‐ targeted search step 4: concrete message information

As shown in the previous screenshots and examples, Microsoft PivotViewer constitutes a very powerful tool
to consume, to navigate and to analyze high volumes of data, as well as a very interesting tool to visualize
and to consume the diversity and bias of the information, applying to its visualization distinct levels of
abstraction and filtering capabilities.
Exposing the sentiment analysis, fact coverage and diversity awareness capabilities to be developed in the
context of the RENDER project by means of the Microsoft PivotViewer control will let us provide a highly
appealing prototype and showcase as well as a packaged solution third party developers could reuse in
their systems and applications.
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Paper: Shortipedia ‐ Aggregating and Curating Semantic Web Data
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